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Abstract. Automation of the process of engineering design offers the
potential to explore the range of design solutions more thoroughly than
is possible manually, making new discoveries and delivering efficient so-
lutions to human endeavour. However, the problem of representing real
physical objects in design systems remains challenging. Evolutionary ap-
proaches offer many advantages due to their ability to search with in-
complete knowledge, but they generally require that three-dimensional
space be represented on a one-dimensional genome, which can signifi-
cantly affect the potential diversity of solutions. This study harnesses
recent advances in continuous and particle automata for engineering de-
sign exploration. An engineering design problem is presented to the sys-
tem, which uses a representation of the problem as a scalar field in the
continuous automaton to deliver improved design solutions. A simple
but novel evolutionary algorithm, designed to maintain diverse solutions
is used to drive this improvement. Previous approaches to evolving en-
gineering designs used either discrete ball-and-stick representations or
continuous fields. The method presented here brings the advantages of
both techniques together for the first time. Thus a better representation
of engineering design problems is developed, which has a wide range of
applications in industry.

1 Introduction

Evolutionary approaches to engineering design are challenging because the fit-
ness landscapes tend to be extremely rugged. The relationship between the spec-
ification of the design problem (the task to be solved), the design envelope (the
range of potential solutions), the representation of the design solution (how the
design is encoded on the genome) and the encoding of fitness (as continuous or
discrete variables for example) all contribute to this challenge.

Approaches to such problems can be categorised as discrete or continuous.
In the discrete approach, points and lines that are representative of physical
structure are subjected to evolution, either by adding and removing points and
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lines on a grid based ground structure [11] or moving fixed sets of points and
their connections in response to load [14]. Changes tend to be local to the points
and line representations, with the result that it is difficult to feed back global
state information to these changes. By contrast, continuous approaches such
as Computational Pattern Producing Networks (CPPNs) generate and evaluate
global representations via waveforms in 2d or 3d space, realising the physical
state, typically by thresholding the values of each cell in the grid [4]. This is the
reverse drawback to the discrete approach: the challenge is to go from global
state to local properties, increasing the risk of non-viable solutions or designs
that are impossible to realise in the real world.

These observations outline the many challenges to be met when using evo-
lutionary and generative approaches for design exploration. Yet innumerable
examples of innovation and complexity at many scales can be found in the bio-
logical world that exists today and that has arisen via evolution over the lifetime
of this planet [8]. The diversity between species is largely governed by different
configurations of gene regulatory networks (GRNs), in particular the interac-
tion of homeobox or ‘hox’ genes [16]. Such genes are expressed at different rates
across cells in different tissues, leading to gradients of chemical concentration
that in return regulate other genes. However, the discrete biological unit of the
cell, across which these gradients form, does not have a direct analogy in engi-
neering structures. As a result, emulation of GRNs are somewhat ad hoc [6]. The
approach taken in this paper is to focus on a continuous representation of chem-
ical gradients, and then to construct a relationship between those gradients and
discrete components of engineering structure — in this case the joints of a beam
structure. This approach is loosely analogous to the manner in which chemi-
cal morphogen gradients influence the arrangement of tissues in a developing
organism.

The drive towards more open-ended design exploration is difficult to capture
in applied engineering frameworks. By contrast, Artificial Life systems, which
focus more directly on open-endedness, display many of the attractive proper-
ties sought: emergent complexity [15]; innovative structures [2]; and multiscale
organisation [22]. Recent developments in cellular automata do not use an un-
derlying grid representation [2]. Instead, a continuous scalar field is used to
generate a growth gradient (via partial differential equations), which in turn is
used to update the scalar field. Cellular automata are well-known generators of
emergent complexity [22] and the new, continuous automata produce strikingly
life-like “creatures” [7,10]. Building upon these ideas, Particle Lenia (PL) [19,
17] extends and refines the continuous formulation of these cellular automata by
introducing a population of particles that define the continuous scalar field and
are subsequently moved by it. Iterative updates of field and particles generates
a similarly diverse range of “creatures” to the purely continuous representation,
depending on the paramaters of the formulation and the initial arrangement
of the population of particles. The attraction of such a system to engineering
design is that it elegantly combines a discrete, local representation with a contin-
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Fig. 1. Flow diagram of the design system. The system runs an outer evolutionary loop
and evaluates parameterisations of the PL growth system on the inner loop. Green
boxes show the encoding of the design challenge. Yellow boxes show the PL system
update. Orange boxes show the FEA simulation. Blue boxes show the evolutionary
components. Red boxes show the outputs. Text in brackets indicate software used.

uous global representation, potentially forming a desirable and exploitable link
between local and global state.

PL, in its current formulation, cannot be used as a vehicle for discovering
solutions to design problems for two key reasons. Firstly, PL is not currently cou-
pled to a mechanism for optimising its parameters towards a particular objective.
Secondly, there is no way of representing a design problem to the PL system in
its current formulation. Both of these challenges are solvable: the former by
coupling the PL parameters to an evolutionary algorithm, and the latter by ex-
tending the model with additional flow fields that capture the design objectives
in an appropriate manner. Inspired by these observations, this paper presents
a new approach to the evolution of growth processes for physical designs. The
challenges are i) how to represent the design challenge to the system, and ii) how
to extract the design solution at the end of the growth phase. To test the utility
of this idea, the design challenge of a load case for a simple car chassis is used.
An initial solution is generated, and converted to a particle-based representation
that is fed into a development of the standard PL system, augmented with an
additional field that represents the loading and support information set out in
the design challenge. The PL system is run for a set number of iterations, and
the resulting particle states are converted back to a design representation that
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Fig. 2. Load case used in this study. Plan view (a) shows the control points which
remain fixed through development. Blue points delimit the initial boundary of the
structure. Black points are fixed, and pinned during the calculix FEA simulation. Red
points are loaded from below as shown in perspective view (b), inducing out-of-plane
forces in the structure. The meshing within the structure shows the joint and member
positions in the initial structure. The FEA simulation accurately estimates the strain
energy in the structure.

can be interrogated via finite element analysis (FEA). Fitness of the resulting
design can be determined by interrogating the FEA.

This proof-of-concept experimental evaluation is intended to establish that a
PL-based design system can i) optimise a population of designs for a given fit-
ness measure, and ii) that the population of designs displays a range of solutions
that allows a rich exploration of the fitness landscape to be generated. The key
point is that the relationship between the PL fields and the load field representa-
tion can be evolved using a simple genetic algorithm. Controlling such complex
systems and coercing them to respond to a design constraint can be challenging
- the interplay between parameters is often non-linear and small changes can
produce chaotic results with low fitness. The experiment shows that for this pre-
liminary investigation, a general improvement in fitness was observed, coupled
with the generation of a wide range of design solutions. Comparisons with other
approaches will be part of a more exhaustive study in future.

2 Methodology

An overview of the approach is shown via a flowchart in figure 1. There are four
main components to the system: the design representation; the PL system; fitness
evaluation with FEA; and the evolutionary algorithm that iteratively evaluates
design solutions. Details of each component of the system are given below.

2.1 Representation of the design challenge

This part of the algorithm is shown as green boxes in figure 1. The design
challenge that drives this study is an evaluation of torsion forces on a simple



Evolvable Particle Automata 5

Fig. 3. Particles and flow field in a PL-D run. Control points are coloured as in figure 2.
Standard points are shown as small black points. The three components of the gradient
field E are shown separetely: growth field G is shown in green; repulsion field R are
shown in red (this field is relatively small); design field Q is shown in purple. Points
are “repulsed” from the red regions and attracted to the green and purple regions.

planar car chassis, as shown in figure 2. An abstract representation of the design
is derived from real engineering considerations. The chassis is to be formed on
a 2D plane from welded aluminium beams and is of width 1m and length 2.5m.
This is represented by three types of control points: boundary points, which
represent the initial positions of the chassis corners; pinned points, which cannot
move in any direction; and load points which can move orthoganally to the plane
of the structure in the FEA and which have a force of 1kN applied in that
direction. These points are shown in blue, black and red respectively in figure
2. An initial state of the structure is created using Gmsh [12] by specifying the
number of divisions of each line connecting these points. This results in a simple
grillage-type arrangement of beams and joints that can be used as an input to
the FEA. The positions of these points are scaled down to an appropriate range
for the PL simulation, and are used as the initial state for the PL run.

2.2 Particle Lenia formulation

The PL system is extended here to form a new system, Particle Lenia for Design
(PL-D) to include fields for design considerations in the energy forumulation, and
is shown as the yellow boxes in figure 1. The notation developed in [17] is used
here. To summarise, the motion of particles in PL-D is governed by the gradient
of an energy field E:

E=R-G-Q (1)

where R and G are known as the repulsion and growth fields respectively. The
key difference is the extra design field, Q, which contributes to E and so influ-
ences the motion of the particles. The growth field G consists of a convolution
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kernel with parameters u, o, wr and a sum of radially symmetric Gaussian ker-
nels with associated parameters p4, 04. The repulsion field limits the maximum
local concentration of points and is governed by parameter ¢,. See [17] for further
details on the formulation.

The design field Q is computed by first establishing M line segments which
connect the relevant loading points with their respective support points:

S= {ak, bk’}iwzl (2)

The prependicular distance between any PL point x and the segment Sy is

dir, = diSt(Xi, Sk)

To convert these segments to fields, Gaussian falloff around the segments is
calculated, governed by the standard distribution parameter o,. The continuous
field defined by Q can be calculated at any point (); as:

M M 1 /da\2
Qi = ZQik = qu exp (‘2 <(;k) ) (3)
k=1 k=1 4

where w, is the evolvable mixing proportion relative to R and G.

Having calculated the flow field E, motion of the particles is computed using
Euler’s motion laws to use a small time increment dt to determine the scalar
movement along the local gradient vector described by the local state of E. These
calculations can be done extremely efficiently using the Python Jax library [1].
Note that the control points coming from the design representation are immobile
in PL-D, but all other points are free to move. The updated point positions are
then used to update the the flow field E, and this process is repeated N times.
An example of the relationship between the fields and particles is shown in figure
3.

The final design is thus dependent upon parameters of the flow fields and
their influence on the point positions. These parameters can be explored readily
using a standard genetic algorithm.

2.3 Fitness measures from Finite Element Analysis (FEA)

The physical design is extracted from the final position of the points in the PL-
D simulation. Each point represents a joint in the physical structure, and the
members are determined via Delaunay triangulation of the joint positions. This
structure is then simulated in Calculix [9] as a planar static beam arrangement in
3D space. The FEA simulation returns forces on the each of the structure mem-
bers, from which other properties can be calculated, e.g. stress, strain energy,
or buckling of the members. The fitness value used in this analysis is maximum
of the set of von Mises stresses M acting upon each member of the structure
and forms the orange box in figure 1. This simple fitness measure was used here
to prove the concept. A much more detailed, multi-objective measure of fitness,
including the use of design constraints will be the subject of future work.
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Parameter Value

! 2, 16]

Ok [0.25, 2]
Wk [0.06,0.4]
g [0.2,1.2]
og [0.05,0.3]
Cr [0.25, 2]
Ogq [0.05, 4]
wWq [0.06,0.4]
dt 0.01

N 10000

Table 1. Parameters used for experiments. Numbers in brackets show the ranges of
values encoded in the genome.

2.4 Evolutionary algorithm

The final component of this system is the evolutionary algorithm, and many
options are available to implement this. Because this study places due emphasis
on design exploration, a simple algorithm tailored to that goal was devised. This
was built on possibly the most simple (but effective) genetic algorithm available
— the Microbial Genetic Algorithm [13]. In order to emphasise diversity, this was
augmented by arranging the population of genomes on a toroidal grid, following
the scheme devised for co-evolutionary dynamics [18]. This “Spatial Microbial
Genetic Algorithm” (SMGA) preserves diversity by only allowing neighbouring
genomes to compete, so establishing spatially distributed patches of genomes
with common strategies for fitness.

The algorithm proceeds as follows. A population of randomly-initialised genomes
is arranged on an N by M grid. Each step s in the evolutionary process involves
pairwise tournament selection. One individual genome is selected at random,
and the partner in the tournament is chosen from its neighbours on the grid.
The partner with the worst fitness loses the tournament, and is replaced by a
version of itself with random mutation and recombination from the winner. The
algorithm is asynchronous in that there are no specific generations in the pro-
cess, so many tournaments are needed to ensure that each cell in the genome
grid is evaluated many times.

The evolutionary algorithm is used to discover useful parameterisation of the
PL-D model, that are able to generate efficient designs for the loading problem
at hand. It is shown as the blue boxes in figure 1. Many other evolutionary
algorithms could have been used, and a full evaluation of the SMGA’s success in
preserving diversity compared with releated approaches [20] will be the subject
of future work.

3 Experiments

The algorithm described above was implemented in Python. The fitness objec-
tive was to minimise the maximum von Mises stress measure on any member
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Fig. 4. Change in fitness during a typical run of the SMGA. The red dashed line shows
the fitness of the seed design. The green line shows the linear best fit of the fitness of the
population over the 1000 evaluations. Whilst diversity of fitness stays high, the general
trend is to minimise the von Mises strain on the members. Failed designs (assigned a
fitness of 1€99) have been removed from this plot.

of the simulated structure. A population of 100 randomly-initialised genomes
was placed on a 10x10 toroidal grid to initialise the SMGA. The evolutionary
algorithm ran 10,000 tournaments, resulting in an average of 100 updates to
each genome. The goal and requirements of the analysis were devised by hand,
leading to an initial design as shown in figure 2. The control points were aug-
mented with a set of points that determined the internal grillage of the chassis
were automatically generated by Gmsh.

Turning to the PL-D simulation, the value of dt was set to 0.1 and the Lenia
motion was run for 10,000 iterations for each new genome, resulting in movement
of particles from the initial state. Ranges of the Lenia parameters that were
encoded on the genome are shown in table 1. After the PL-D simulation was
complete, the points were scaled back up to the physical size of the chassis,
and the members were connected via Delaunay triangulation. This commonly
resulted in radically different designs as the evolutionary run proceeded. The
FEA analysis was used to calculate the von Mises stresses on the members, and
the maximum recorded stress was assigned to the fitness of the design. The FEA
simulation occasionally failed when the movement of the points was excessive or
chaotic, in which case the fitness was set to 1€99.

4 Results

An example of the progress of a typical evolutionary run is shown in figure 4.
The trend-line in green demonstrates that the first test of the algorithm has been
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Fig. 5. Summary of the resulting structures after a typical evolutionary run. Top row,
left: The loading pattern on the structure. Top row, centre: The seed structure before
the Lenia growth phase. Top row, right: the loading model (torsion), represented as a
motion field @) to augment the PL field. Centre and bottom rows show results after
1000 evaluations (pop 100, 100 generations). Each structure shown is an improvement
on the seedling in terms of fitness.

met: the fitness of the cohort of genomes improves over time, and improves to a
level much greater than shown by the initial state.

This experiment demonstrates the potential for continuous automata to con-
tribute to the process of design exploration by generating radically different
solutions to the design challenge. Examples of such designs are shown in figure
5. It is clear that a range of responses to the design field are generated, because
the interaction between the design field Q and the other components (R and G)
of Lenia is highly dependent upon the evolved parameters.

In terms of the design response to the load case, it is important to note that
the loading forces used for this run are out-of-plane, meaning there are challenges
in designing the arrangement of members to minimise the strain. Almost all of
the evolved solutions move points outside of the original bounding box, which
reinforces the structure around the loaded points. In addition a wide variety of
unique internal grillage arrangements are discovered. From a design perspective,
each of these is a reasonable approach to bracing the loaded points within the
design constraints.

Finally, the results in figure 5 also demonstrate the ability of the Spatial
Microbial Genetic Algorithm to preserve a level of diversity that is highly visu-
ally apparent. This is an important component of the whole approach because
an evolutionary algorithm which converges to a population consisting of many
instances would effectively negate the ability of PL-D to generate diverse solu-
tions.
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5 Discussion

The approach described here gives evidence that the choice between discrete and
continuous representations for design exploration is potentially a false one: it is
possible to combine the features of both and derive an approach in which both
continuous and discrete representations complement one another. This opens up
a potentially fruitful avenue of research.

The first thing to do is address some shortcomings of the implementation
that were tolerated during this proof-of-concept evaluation: longer evolutionary
runs with larger population sizes offer the potential to explore the fitness land-
scape more fully and to detect how and when the algorithm converges. A deeper
investigation into the selection and formulation of the genetic algorithm and
its contribution to the generation of diversity would also be valuable. Finally,
a comparison with related techniques including discrete ground-structure based
approaches [21] and continuous CPPN approaches [5] needs to be done to assess
the merits of the PL-D approach.

Beyond these immediate improvements, the possibilities raised by this ap-
proach merit deeper exploration. The attraction and repulsion components of
the Lenia energy model are currently constant, but could be variable for different
regions of the design envelope. It is possible that the points in the representa-
tion could assume more than one state leading to differentiation of appropriate
regions of a more complex design space. It may also be possible to incorporate
different design considerations to load into the Lenia fields. Finally, if differ-
ent loading conditions were available, they could be fed into an evolved PL-D
system with the new loading field to study whether the approach would be an
appropriate vehicle for transfer learning.

Turning to the evolutionary algorithm used here, this initial result shows di-
versity in the final population, but this diversity has been checked only by visual
inspection. Diversity could be measured more formally by measuring behaviours,
as is done in Quality-Diversity approaches [3]. Since there is only a single fitness
objective used in the current approach, the diversity that is generated is intrinsic
to the algorithm instead of being a reprisentation of a multi-dimensional pareto
front.

6 Conclusion

This preliminary study demonstrates that a Lenia-like representation of design
can be used to generate novel solutions. The design challenge can be represented
as a separate flow field in the PL representation, and then new solutions can
be genearated by evolving the PL parameterisation. This result opens up a new
approach to design representation.

Continuous and particle automata are capable of generating a wide variety
of patterns which are convincingly “lifelike” to the human eye. Whilst this is an
attractive property in itself, the route to practical application of such systems
has hitherto been under-explored. This contribution sets out along that path.
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It has been demonstrated that design requirements can be used to generate a
new component of a continuous automata field and, importantly, the parame-
ters of such fields can be tuned to generate novel design solutions. This is the
first evolutionary pipeline that tunes such automata towards real engineering
problems. The benefits a combined particle/field system are that design consid-
erations that are naturally discrete (e.g. loading points) can be represented in
the particle component, whereas continuous information (e.g. general spacing
policy) can be represented in the flow fields. The goal of automatically generat-
ing truly innovative design solutions is the driver of this research and the results
presented here illustrate the potential of the approach.
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